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ABSTRACT

In this paper we compare three different real-time algorithms
for motion detection, based on their quality (accuracy, F-
measure) as well as their speed. Each algorithm differs from
the others in its way to detect moving objects from a static
background. The three algorithms are based on respectively
basic background subtraction, simple moving average and
ViBe.

Index Terms— motion detection, basic background sub-
traction, simple moving average, ViBe

1. INTRODUCTION

Identifying moving objects from a video sequence is a fun-
damental and critical task in many computer-vision applica-
tions. A common approach is to perform background sub-
traction, which identifies moving objects from the portion of
a video frame that differs significantly from a background
model.

There are many challenges in developing a good back-
ground subtraction algorithm. First, it must be robust against
changes in illumination. Second, it should avoid detecting
non-stationary background objects such as moving leaves,
rain, snow, and shadows cast by moving objects. Finally, its
internal background model should react quickly to changes in
the background.

In this paper we compare three different algorithms used
for segmentation of moving objects from a static background.
The desired result is a clean, cut-out mask of the moving ob-
jects. We start out by giving a short description of the differ-
ent algorithms in section 2. Section 3 describes in which way
we test the different algorithms. Based on the test results of
section 4, conclusions are drawn in section 5 with regards to
which algorithm performs better in which situation.

2. ALGORITHMS

Three different algorithms are discussed in this paper. All
methods are for real-time analysis of video and treat one
frame per iteration. The following subsections give a short
description of the algorithms.

2.1. Simple background subtraction

Although this is somewhat of a naı̈ve approach, a lot of mo-
tion detection algorithms can be reduced to this form. The
foreground objects are detected as the difference between
the current frame fi and an image of the scene’s static back-
ground (which has to be determined in advance). T is a
threshold value that is empirically chosen to reduce noise in
the image.

Motion = |framei − background| > T (1)

2.2. Simple moving average

The simple moving average algorithm uses the m previous
frames to produce an average frame. This average frame is
calculated every iteration using a rotating buffer. The next
step is to subtract this average from the current frame. The
result is then thresholded to reduce noice in the final image.

Motion = |fn −
fn + fn−1 + . . .+ fn−m+1

m
| > T (2)

2.3. ViBe

ViBe is a motion detection technique that incorporates several
innovative mechanisms. ViBe stores, for each pixel, a set of
values taken in the past at the same location or in its neigh-
borhood. To determine whether a pixel belongs to the back-
ground, this set is then compared to the current pixel value.
The model adapts itself by randomly choosing which values
to substitute from the background model. Finally, when the
pixel is found to be part of the background, its value is propa-
gated into the background model of a neighboring pixel. The
reason why the substitution is done randomly is so that both
old and new values are present in the background model. This
results in detecting slow as well as fast moving objects. By
tweaking the size of the set of stored values, the algorithm
adapts itself to be more or less sensitive to slowly moving
objects. Also, by not automatically substituting all recently
detected background pixels, the algorithm is able to keep a
much smaller model size whithout losing too much accuracy.
When keeping older values, the slower moving objects will
be better detected, but the amount of false positives will rise
as well. When a pixel is detected as a foreground pixel, the



algorithm tries to update the background model of this pixel
by using neighboring pixels, if those neighboring pixel aren’t
detected as foreground themselves. With regards to the im-
plementation of the algorithm, it turns out that this part is the
most challenging, because either slow for-loops are required
or a massive amount of memory is needed. This can be some-
what reduced by using parallel processing, or with a good
code compilation.

3. QUALITY TESTS

To compare the algorithms amongst one another, quality tests
were performed on three different levels:

• Speed

• Accuracy

• F-measure

To objectively test their accuracy and F-measure, we fol-
lowed the following procedure: a frame was taken of the orig-
inal footage and edited in a commercial image manipulation
program. On each frame we marked the objects which we,
as human observers, decided that should be detected. In this
way a black-and-white bitmap was created which is called a
ground-truth image.

An example of an original video frame and the manually
generated ground-truth image is shown in figure 1. For every
video a number of frames was randomly chosen and manually
edited to produce ground-truth images.

(a) Original image (b) Ground-truth image

Fig. 1. Evaluation

We then ran each of the algorithms and compared their
output (also a black-and-white bitmap - from here on out
called an algorithm-based bitmap) with our ground-truth im-
age. The degree of resemblance can be measured based on
whether the pixels of the algorithm-based bitmap are cor-
rectly classified:

• False positive (type I error, FP): pixel is marked as part
of a moving object, when in fact it’s part of a non-
moving object.

• False negative (type II error, FN): pixel is marked as
part of a non-moving object, when in fact it’s part of a
moving object.

• True positive (TP): pixel is correctly marked as part of
a moving object.

• True negative (TN): pixel is correctly marked as part of
a non-moving object.

According to [3], the metric most widely used in computer
vision to assess the performance of a binary classifier is the
Percentage of Correct Classification (PCC), which we will
call the Accuracy from here on out. It’s a simple metric that
computes the fraction of instances for which the correct result
is returned and combines all four values:

Accuracy =
TP + TN

FP + FN + TP + TN
(3)

The traditional F −measure (or balanced F-score) is de-
fined as the harmonic mean of precision and recall. Preci-
sion and recall are two widely used metrics for evaluating the
correctness of a pattern recognition algorithm. They can be
seen as extended versions of accuracy. When using precision
and recall, the set of possible labels for a given instance is di-
vided into two subsets, one of which is considered ”relevant”
for the purposes of the metric. Recall is then computed as the
fraction of correct instances among all instances that actually
belong to the relevant subset, while precision is the fraction
of correct instances among those that the algorithm believes
to belong to the relevant subset. Precision can be seen as a
measure of exactness or fidelity, whereas recall is a measure
of completeness. In even simpler terms, a high recall means
you haven’t missed anything but you may have a lot of use-
less results to sift through (which would imply low precision).
High precision means that everything returned was a relevant
result, but you might not have found all the relevant items
(which would imply low recall).

precision =
TP

TP + FP
(4)

recall =
TP

TP + FN
(5)

F −measure = 2 ∗ precision ∗ recall
precision+ recall

(6)

4. RESULTS

4.1. Dataset and specifications

For the dataset we were given two different video samples
which had to be analyzed. Both samples show a color video of
the monotoring of an industrial site, each from its own angle
and with its own specific specifications. A snapshot of both
video samples is shown in figure 2.



(a) Video 1 (b) Video 2

Fig. 2. Video Samples

4.1.1. Video 1

• Resolution: 1280 x 720 pixels
• Number of Frames: 2472
• Framerate: 24 fps
• Datarate: 39813 kbps
• Threshold value used for SBS: 30
• Threshold value used for SMA: 3
• Number of frames used for SMA: 5

4.1.2. Video 2

• Resolution: 1280 x 720 pixels
• Number of Frames: 2664
• Framerate: 25 fps
• Datarate: 200 kbps
• Threshold value used for SBS: 30
• Threshold value used for SMA: 5
• Number of frames used for SMA: 5

4.2. Accuracy and F-measure

Figures 3 and 4 show the results of the algorithms used on
both videos. We’ve used accuracy and F-measure to com-
pare the motion detection methods. Both figures show that
the simple background subtraction algorithm performs better
than the simple moving average algorithm. This can be ex-
plained because there weren’t any static objects in the tested
frames that weren’t in the background image. If this should be
the case, the simple moving average algorithm would perform
much better because this algorithm calculates the background
image over the last 5 frames. New static objects will then
become part of the new background image.

With regards to accuracy, we can say that it’s nearly per-
fect: this can be explained because the majority of the pixels
in the frames are correctly recognized as true negatives. Be-
cause of the small size of the moving objects (compared to
the whole frame), the lack of noise and the accuracy of the al-
gorithms, there aren’t many pixels detected as false positives
or false negatives. This results in a high accuracy.

Visually, the results of ViBe look better than the simple
moving average algorithm and are closer to the ground-truth
images. This is confirmed by the accuracy score as well. In
our two video samples, ViBe and the simple background sub-
traction seem to be performing equally as good.
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Fig. 3. Results video 1
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Fig. 4. Results video 2

4.3. Speed

The three algorithms were executed over the complete se-
quence of frames for both videos. This resulted in execution
times from 203 to 2393 seconds for video sample 1 and 277
to 3154 seconds for video sample 2. It’s clear that the most
simple algorithm, the background subtraction, takes the least
amount of time. The simple moving average algorithm is a bit
slower, because it calculates a new background model for ev-
ery iteration. ViBe uses by far the most amount of time: 2393
seconds (video sample 1). This is more than ten times as slow
as simple background subtraction or the simple moving aver-
age algorithm. As mentioned before in 2.3 the execution time
can be brought down by using parallel processing techniques.
For example, if the algorithm would be tested on a CUDA
(Compute Unified Device Architecture) engine, ViBe would
perform a lot better.



Video 1 Video 2
Simple Background subtraction 203,2 s 277,2 s
Simple Moving average 209,8 s 337,4 s
ViBe 2393,0 s 3154,3 s

Table 1. Speed results

With regards to speed it should be noted that all the algo-
rithms were tested in Matlab 7.11.0 (R2010b)1.

5. CONCLUSIONS

Applied on the specific dataset that we were given, the simple
moving average algorithm performed the least of the three
tested algorithms. The quickest and most accurate method
was without a doubt the simple background subtraction. The
reason why this very simple algorithm performed so well, is
because of the nature of the given data. Both videos contain
very little non-stationary background objects and display al-
most no noise. On the other hand, in [1] we find out that
the simple background subtraction isn’t very stable, and def-
initely doesn’t perform well in all situations. In fact, when
a more stable algorithm is required we would suggest using
ViBe. Its accuracy is very similar to that of the simple back-
ground subtraction, and because of its set-up parameters, it
can be much more altered to fit a very specific situation. The
downside of ViBe is its speed. In our results, we found it to
be ten times as slow as the other algorithms. This could be
due to a number of reasons. First of all it could be that our
implementation was not ideal. Furthermore the fact that the
algorithm was run as part of a script - which isn’t as fast as
compiled code - could be an other indication of the slow speed
as well. Finally, because ViBe is so processor-intensive, us-
ing a more powerful engine to run the algorithm would result
in a faster algorithm.
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